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Paradigms we live by 

A plea for more basic research on the IAT 

To arrive at a certain point, you sometimes need to take a detour. So 

please follow us! We will tell you a fairytale.  

Once upon a time there were some colleagues working in the field of 

selective attention. What were the main questions in this field? Surely one has 

always been: How does our cognitive apparatus manage to focus on task-

relevant information while simultaneously being exposed to distracting 

irrelevant information? Our colleagues invented a new paradigm to answer this 

question. In this paradigm, participants have to process a target stimulus (e.g., a 

word that has to be named), while ignoring a distractor stimulus (e.g., another 

word) that is presented in the surrounding of the target. What our colleagues 

found was that if the distractor of one trial is repeated as the target in the 

subsequent trial, response latencies are increased (compared to a control 

condition). They said to themselves: “That’s really interesting! It seems that 

irrelevant information is processed but then inhibited to avoid interference at 

the level of generating a response. This inhibition can be assessed in the 

subsequent trial. That must be interesting to lots of colleagues! Let’s call it the 

Inhibition Test, or – even better – the Implicit Inhibition Test, IIT in short, 

because the effect does not seem to reflect intentional behavior!” And indeed: 

Lots of researchers used this paradigm to test whomever could be tested for 

this capability (e.g., older people (the elderly), schizophrenics, or depressives) 
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and whatever could be tested for – whether it can be inhibited or not (e.g., 

threat stimuli). Results often conformed to expectations, but sometimes they 

did not, a fact causing lively debates about the kind of inhibition assessed by 

this tool. But nobody ever questioned whether the IIT in fact measured 

inhibition, …and they lived happily ever after. 

Those who are somewhat acquainted with research paradigms in cognitive 

psychology have already recognized that the fairy tale was a merger of two real 

stories: the paradigm is in fact the negative priming paradigm (for reviews see, 

e.g., Fox, 1995; Tipper 2001; May, Kane, & Hasher, 1995; Neill & Valdes, 

1996); some aspects of the story were a caricature of the Implicit Association 

Test’s (IAT) history.  

In fact, the most obvious interpretation of the negative priming effect is 

the assumption of inhibitory processes in selective attention (e.g., Tipper, 1985; 

Houghton & Tipper, 1994; Tipper, 2001). Thereby, the paradigm is related to 

theories of selective attention that address problems of wider interest (like, see 

above, the problem of “how does our cognitive apparatus manage the problem 

of focusing on and reacting to task-relevant information while ignoring 

irrelevant information?”). We might call these theories “large-scale theories.” 

Meanwhile, however, several alternative theories of the negative priming 

effect are on the market: for instance, the effect has been related to processes of 

an automatic memory retrieval of previous stimulus-response episodes (e.g., 

Neill & Valdes, 1996; Rothermund, Wentura, & De Houwer, 2005). Such an 
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explanation is comparatively small-scale, that is, it first of all focuses on 

explaining the effect found with the experimental technique, without bothering 

too much about the surplus of explaining something in the world outside the 

laboratory. Of course, in a second step it might possibly be linked to other 

interesting large-scale phenomena; e.g., theories of automatization or common 

coding of perception and action codes. But that has not been the primary goal.  

The lesson to be learned from this story is to emphasize the gap between 

an experimental technique (and the effect that is usually found with it) and the 

theory that accounts for this effect. In cognitive psychology, the “could it be 

otherwise?” question is ubiquitous: you will find it not only for the negative 

priming paradigm, but for the semantic priming paradigm (see, e.g., Neely, 

1991), the affective priming paradigm (see, e.g., Klauer & Musch, 2003), the 

visual search paradigm (see, e.g., Wolfe, 1998), the Stroop-task (see, e.g., 

MacLeod, 1991), to name just a few. We agree that small-scale, paradigm-

oriented research can be disillusioning, and sometimes it might even appear as 

l’art-pour-art. But in our view it is an indispensable step to achieve scientific 

progress.  

What about our caricature of the IAT-history? Of course, it is a caricature, 

because in fact there are several papers concerned with the processes that might 

be involved in producing IAT-effects (e.g., Brendl, Markman, & Messner, 

2001; De Houwer, 2001; De Houwer, Geldof, & De Bruycker, in press; 

Kinoshita & Peek-O’Leary, 2003, in press; Klauer & Mierke, 2005; Mierke & 
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Klauer, 2001, 2003; Rothermund & Wentura, 2001, 2004). However, the bulk 

of studies did not make any problem out of the claim that the IAT does in fact 

measure associations. In these studies, it seems as if not the slightest gap is 

seen between the theoretical assumption of associative representations and the 

IAT difference score. We admit that this neglect is supported by an ever 

growing number of studies that reveal IAT-effects with high prima facie 

validity: Categories that intuitively “go together” (e.g., flower and positive; 

insects and negative; see Greenwald et al., 1998) are accompanied by shorter 

categorization latencies if they have to be categorized by the same key (in 

contrast to the reversed pairing of categories and keys).1  

A second look reveals, however, that the explanation of IAT effects by 

associative relations is not an easy task (despite its intuitive plausibility), and 

that the “could it be otherwise”-question can be answered affirmatively, as we 

have argued elsewhere (Rothermund & Wentura, 2001, 2004). In the 

following, we will elaborate on these two points. Both types of theories – that 

is, the association account as well as our alternative – emphasize the 

assumption that IAT effects are a result of automatic processes (“automatic” 

here in the sense of unintentional, uncontrollable and non-strategic2). A further 

threat to validity will be discussed in a third section. As we will argue, in 

principle some IAT effects are neatly explained by a rather trivial small-scale 

theory, that is, by assuming simple intentional recoding strategies of 

participants (e.g., imagine a participant’s thoughts for the compatible block in 
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the flower/insect-IAT: “Oh, flowers are positive and insects are negative, so I 

do not have to bother about these four different categories at all. The only thing 

I have to do is to use one key for positive words and one for negative ones.”). 

With this, it is of course not our point to trivialize all results found with the 

IAT, but to opt for further small-scale oriented research that searches for 

procedural recommendations that might differentiate between automatic and 

strategic components of an IAT effect (again: “automatic” in the sense given 

above). Finally, we want to discuss why we stress so much the importance of 

small-scale theorizing, knowing that others obviously follow a different route: 

they accept (at least tentatively) the association account and examine 

persistently matters of convergent and discriminant validity by correlating IAT 

results with other measures, like self-reports or behaviors. In contrast, we will 

argue that a social cognition perspective is intimately tied to measures like the 

IAT. To emphasize: a social cognition perspective has nothing but those 

measures. Therefore we should clearly know what they measure. And this can 

only be done by establishing valid small-scale theories (i.e., theories that link 

an experimental technique with global theories about mental representations 

and processes that operate on these representations). 

An IAT account based on associations 

However intuitively plausible an association account of the IAT might be, 

spelling out the details is not an easy task. De Houwer (2001) proposed the 

following small-scale theory within an association account of the IAT, 
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exemplified with an evaluation-based IAT (i.e., the attributes are positive and 

negative valence). During the compatible block of an IAT, the a priori neutral 

key responses acquire short-term associations with either positive or negative 

valence, because each response is unequivocally linked to two categories (e.g., 

flower and positive) sharing the same valence. Categorizing stimuli as 

belonging to the category “flower” or “positive” automatically activates their 

positive valence and thus a positive response tendency. Given the background 

of the affective Simon effect (De Houwer & Eelen, 1998), it can be assumed 

that executing the required response (e.g., pressing the right key) is facilitated, 

because the valence of the correct response is similar to the valence of the 

automatically activated evaluative response tendency. In an incompatible 

block, however, response keys do not acquire a clear valence because 

categories of opposite valence are assigned to the same key. This reduces 

facilitatory effects of response compatibility and might even lead to response 

interference.  

This small-scale theory is not entirely convincing (as already noted by De 

Houwer, 2001), because it localizes IAT effects predominantly at the level of 

the valence of the category exemplars, although it is known that the categories 

themselves play the dominant role. This can be easily demonstrated by the 

results of the following study: De Houwer (2001) conducted (in the United 

Kingdom) a “British” vs. “foreign” evaluation IAT and found – not 

surprisingly, given other results with the IAT – an ingroup bias for the average 
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participant (i.e., the block with the assignment of “British” and “positive” to 

the same key yielded lower latencies). However, exemplars for the British vs. 

foreign classification were famous persons, known either for a very positive 

(e.g., Princess Diana, Albert Einstein) or a very negative reputation (e.g., 

Donald Shipman [a mass murderer], Adolf Hitler). In fact, the British/foreign-

dichotomy was orthogonal to valence. Thus, the explanation given above 

cannot easily be applied, because even in the compatible block the response 

keys did not unequivocally acquire a valence connotation. 

The salience account of the IAT 

As mentioned in the introduction, cognitive psychologists love to pose the 

“could-it-be-otherwise?” question. In this spirit, we proposed our alternative 

account, termed figure-ground account or salience asymmetry account 

(Rothermund & Wentura, 2001, 2004). It is based on three simple assumptions.  

The first assumption is a simple proposition that cannot be empirically 

disproved: Binary classification tasks can in principle be done in an 

asymmetric way. That is, implicitly participants might solve the classification 

task not as a “category A” vs. “category B” task, but as a “yes [that’s an 

exemplar of the salient category A]” vs. “no [that’s not an exemplar of A]” 

task. To elaborate on that point, imagine another well-known experimental task 

from attention research: the visual search paradigm. In this task, participants 

are presented with a set of a varying number of distractor stimuli that does or 

does not include an exemplar of a specified target category. Participants have 
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to respond as fast as possible with “yes” if a target is included, but with “no” if 

only distractors are present. Thus, binary classification tasks might have the 

character of a visual search task with set size one, that is, either a target or a 

distractor will be presented. 

The second assumption is that in fact a lot of binary classifications are 

done in this asymmetrical way. The underlying rationale is that one pole of a 

dichotomy is usually the more salient one; it is the figure that stands out from 

the ground of the other pole. The finding of an asymmetrical processing of 

binary categorizations is a very general finding across different experimental 

tasks, which has recently been reviewed extensively by Proctor and Cho (in 

press). 

The third assumption is that if the two asymmetric dichotomies are 

congruently mapped onto two response keys (i.e., both “figures” are assigned 

to the same key), categorization on the basis of salience or the “figure-like” 

character of stimuli can persist, whereas an incongruent mapping requires that 

salience is suppressed and that the stimuli are processed more deeply.  

What evidence can be found for this account? We will first give a short 

review on our own research (Rothermund & Wentura, 2001, 2004) and then 

add some remarks on studies of others that easily fit with the figure-ground 

account, but are problematic for an association account. 

IAT effects with salience asymmetries in the absence of associations. The 

most straightforward idea to test the salience account against the association 
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account is quite simple. We used an IAT for which a clear average effect can 

be found that might plausibly be based on associations. Then we replaced the 

attribute dichotomy by one that is plausibly asymmetric, but clearly not 

associated with the target dichotomy. In detail, we presented participants with 

old and young first names as the target dichotomy of “old versus young 

(persons).” As the attribute category, we used positive and negative adjectives. 

As expected, we found an IAT effect that fits the usual interpretation of an 

“ageism” effect, that is, old age seems to be associated with a negative 

evaluation. Then we replicated this experiment by replacing the positive words 

with neutral words and the negative words with senseless letter strings. The 

attribute categorization was now “word vs. non-word” instead of “good vs. 

bad.” In fact, we found a significant IAT effect that was structurally equivalent 

to the one found with the evaluation IAT (i.e., shorter latencies if old names 

and non-words are assigned to the same key compared to the reversed pairing). 

Obviously, neither is old age associated with “non-wordness”, nor is young age 

associated with “wordness.” Thus, the result cannot be explained by the 

association account.3 However, it can plausibly be claimed that if there is any 

truth in our rationale, then a dichotomy like word vs. non-word should do the 

job of an asymmetric classification task. Of course, this asymmetry should be 

shown independently of the IAT. 

Diagnosing salience asymmetries. Therefore, we introduced a task that 

was modeled after the visual search task in cognitive psychology. We always 
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presented four different words on the screen, which were chosen from the 

word/non-word sets. Half of the trials comprised only words or only non-

words, whereas the other half comprised either three words (and one non-word) 

or three non-words (and one word). The task was to decide as quickly as 

possible whether all stimuli belonged to the same category (i.e., all words or all 

non-words), or whether one of the stimuli belonged to a different category 

(e.g., one word among three non-words or vice versa). If non-words are more 

salient, and if salient stimuli automatically draw and/or hold attention, it should 

take longer to process displays that contain a majority of non-words (i.e., a 

display with four or three non-words compared to displays with four or three 

words). That was exactly what we found. Of course, to make the argument 

complete, it was necessary to show with the same tool that old names were 

more salient compared to young names, and that negative words were more 

salient than positive words. Again, that was exactly what we found. Moreover, 

we tested a further dichotomy that should plausibly be processed in an 

asymmetric way, but should not be associated with old and/or young age. In a 

further search task, multicolored vs. single-colored strings of zeroes were 

presented as stimuli. Not unexpected, it turned out that multicolored strings 

were more salient compared to single-colored strings. Replacing negative 

words with multi-colored strings and positive words with single-colored ones, 

another old/young IAT yielded an IAT effect that suggested an association of 
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the category of multi-colored strings with older people, if interpreted in terms 

of an association account. 

Manipulating salience. A further step in accumulating evidence for a 

salience account is to experimentally manipulate salience, while holding 

everything else constant. In the absence of any a priori salience differences or 

presumed associations, this can be done by a simple manipulation. We again 

conducted an old/young IAT with first names as target exemplars, but with 

neutral words as attribute exemplars, half of which were presented in yellow 

and half in green. Categorization of color was the task for those stimuli. To 

manipulate the salience of color, the old/young stimuli were either presented in 

yellow (thereby making green stimuli the minority and thus more salient) or 

green (thereby making yellow stimuli more salient). Knowing from the studies 

reported above that old names are more salient, we expected and found 

response latencies to be lower if old names and the salient color category were 

assigned to the same key. 

In a further experiment, we tested whether pre-existing differences can be 

varied by a simple manipulation. Therefore, we replicated the old/young-IAT 

with positive and negative words as the attribute dimension. However, 

differing from the original procedure, the practice blocks (i.e., the blocks only 

employing either old/young or positive/negative stimuli) were now realized as 

go/no-go tasks. For instance, for the old/young practice trials, half of the 

participants were instructed to press a key only for old names (and to ignore 
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young names). The instruction was reversed for the remaining participants. As 

far as there is any chance to reverse existing salience asymmetries by a simple 

manipulation, this instruction should do the job. Of course, we varied the 

practice instructions for the attribute dimension accordingly. That is, 

orthogonally to the go/no-go assignment for the target dimension, we varied 

the go/no-go assignment for the attribute dimension: half of the participants 

had to press the key for positive words (while ignoring negative ones), whereas 

the remaining participants had to press it for negative ones (while ignoring 

positive ones). Note, that the main blocks of the IAT (i.e., the blocks 

employing all four types of stimuli) were essentially the same as in the original 

version. We expected IAT effects that dominantly reflect the artificially created 

asymmetries in salience. In fact, if the two go-categories of a given participant 

were assigned the same key, response latencies were lower as compared to the 

incompatible block, irrespective of any presumed pre-existing associations. 

These experiments show that salience differences can indeed be responsible for 

IAT effects.  

Manipulating valence. Part of our rationale is that IAT results that were 

interpreted in terms of an association account might just as well be explained 

by differences in salience. To lend further support to this claim, we varied the 

valence of a category while holding salience constant. In detail, we used a 

known/unknown IAT with names of well-known persons as well as fictitious 

names as the target dimension, and positive and negative words as the attribute 
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dimension. The prediction of the salience account – empirically corroborated 

by results of our search task (see above) – was that the assignment of unknown 

names and negative words to the same key will yield lower latencies as 

compared to the block with the reversed assignment. That was indeed what we 

found. Interestingly, the essential manipulation was the valence of the known 

persons: for half of the participants, the set was entirely composed of popular 

persons, for the remaining participants the set was entirely composed of 

unpopular persons. Thus, from the association account, one would clearly 

expect a moderation of the IAT effect by this variable, which, however, was 

not found. 

The salience account and interindividual differences. Most of the IAT 

research to date is concerned with interindividual differences in the strength of 

IAT effects. A first interesting topic in this regard concerns the diagnostic 

properties of the IAT. Differences in the strength of IAT effects are taken to 

indicate that the strength of associations between concepts varies between 

individuals. To draw this conclusion, i.e., to infer strong (weak) associations 

from strong (weak) IAT effects, presupposes that the IAT is both a reliable and 

valid measure of associations. IATs typically are characterized by acceptable 

or even good reliabilities (e.g., Banse, Seise, & Zerbes, 2001; Bosson, Swann, 

& Pennebaker, 2000; Cunningham, Preacher, & Banaji, 2001; Egloff & 

Schmukle, 2002), indicating that a large amount of the variance in an IAT 

indeed reflects systematic and stable interindividual differences rather than 
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random fluctuations. In this regard, the IAT is clearly superior to other implicit 

measures of associations (e.g., priming, Simon task) that often suffer from a 

lack of reliability (e.g., Bosson et al., 2000). 

High reliability, however, is only one necessary precondition for an 

interpretation of IAT effects in terms of associations. Besides being reliable, a 

measure must also be shown to be a valid indicator of what it is purportedly 

measuring; otherwise it cannot be ruled out that IAT variance might stem from 

a completely different variable than the one it is assumed to reflect. The 

traditional strategy of validating a measure is to investigate its correlations with 

other measures that are already known to be valid indicators of related and 

unrelated constructs. A clear differentiation in the pattern of correlations – high 

correlations with indicators of related and low correlations with indicators of 

unrelated constructs – suggests convergent and discriminant validity, 

respectively, of the measure under investigation (Campbell & Fiske, 1959). 

With only few exceptions (Gawronski, 2002), most of the available 

evidence to date focused on the convergent validity of the IAT. Due to a lack 

of other established implicit measures of associations, the IAT has typically 

been correlated with self-report measures of attitudes, stereotypes, self-

concept, etc., that were assumed to be a theoretical equivalent of the conceptual 

relations purportedly assessed by the respective IATs. Although these 

correlations have been mostly positive, on average relations between IAT 

effects and self-report variables were quite moderate. For example, in a recent 
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meta-analysis, Hofmann, Gawronski, Gschwendner, Le, and Schmitt (in press) 

report an average correlation of only .19 (.24 after correcting for measurement 

error). In addition, substantial variations in the strength of these correlations 

have been found (Nosek, in press). Exactly this pattern of moderately positive 

correlations, however, is also predicted on the basis of a salience asymmetry 

account of the IAT. According to this account, evaluative associations and 

salience asymmetries are often empirically confounded. The reason for such a 

confound is that evaluations, salience asymmetries, and characteristics of a 

person’s environment can mutually influence each other. For instance, people 

holding a negative attitude toward African American people might tend to 

select a neighborhood that is dominated by white people which in turn makes 

Black an unfamiliar and thus more salient category for them. In terms of the 

salience asymmetry account, positive correlations between IAT effects and 

self-report variables thus reflect a spurious relationship, which is due to an 

empirical confounding between attitudes, self-concept or stereotypes, on the 

one hand, and context variables influencing salience asymmetries on the other. 

A direct implication of the spuriousness hypothesis is that controlling for 

salience asymmetries should eliminate the positive relation between IAT 

effects and self-report measures. In addition, the salience asymmetry account 

also predicts that similar relations between IAT effects and self-report 

measures should be obtained for both standard and modified, “association-free” 

variants of the IAT. Empirical support for the spuriousness hypothesis was 
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gathered in two independent experiments (Rothermund & Wentura, 2004, 

Exp.’s 2A, 2B). In one study, we investigated the relation between a 

gender/self-concept IAT (male/female x me/others) and a self-report measure 

of sex-role identity. Replicating previous findings (e.g., Greenwald & 

Farnham, 2000), we found a positive correlation between these measures. 

Interestingly, the gender/self-concept IAT also correlated with a modified 

version of the IAT, in which the categories me/others were replaced by the 

word/non-word dichotomy, suggesting a common source of variance of these 

measures – probably salience asymmetries. This finding indicates a lack of 

discriminant validity of the IAT as a measure of associations, because self-

concept- and word/non-word associations with gender should be unrelated. 

Even more importantly, introducing a direct measure of salience asymmetries 

between the male and female categories (search task) as an additional predictor 

of IAT effects rendered the previous relations of the sex-role identity 

questionnaire and IAT effects non-significant. Apparently, relations between 

the IATs and the self-report measure were due to a common source of variance 

in salience asymmetries. A highly similar pattern of findings was also obtained 

in a second study that investigated the relations between a measure of ingroup 

preference for East vs. West Germans and different East/West IATs and 

salience asymmetries for these categories, respectively.  

What can we conclude from these findings? A major implication is that 

positive correlations between self-report measures and IAT effects do not 
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suffice to prove that the systematic variance in the IAT is produced by 

interindividual differences in the strength of associations. Such a positive 

relation might instead be due to a confound of associations and salience 

asymmetries. Of course, having shown a positive relation between IAT effects 

and self-report measures also justifies the usage of the IAT as an – albeit 

indirect – indicator of the respective attitude, stereotype, or self-attribute 

relation. It is important to note, however, that the IAT procedure by itself does 

not guarantee such a positive relation, as it is often presumed by researchers 

who unquestioningly use the IAT as a measure of associations. 

The question of the validity of the IAT as a measure of associations 

immediately leads over to the question of the relation between implicit and 

explicit measures, and whether self-report questionnaires (of attitudes, the self-

concept, etc.) should be considered adequate variables for the validation of an 

implicit measure of associations, anyway. After all, an implicit measure of 

associations is supposed to provide an assessment of cognitive structures that 

should be largely independent of strategic or controlled processes that may 

have a strong influence on responding in self-report measures (Fazio, 1990; 

Fazio, Jackson, Dunton, & Williams, 1995; Strack & Deutsch, 2004). 

Furthermore, automatic associations might reflect different sources of 

experience and might be represented in a different format than personal 

attitudes and beliefs (Rudman, 2004; Wilson, Lindsey, & Schooler, 2000). We 

cannot provide sufficient answers to this very complex set of questions here; 
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however, we want to express our concern regarding the practice to evaluate the 

IAT mainly in terms of its capability of predicting self-report measures, and to 

select and prescribe a scoring algorithm on the basis of optimizing this kind of 

correlation (Greenwald, Nosek, & Banaji, 2003; Greenwald, Nosek, Banaji, & 

Klauer, in press). In our opinion, this research strategy in some way runs 

counter to the original quest for a truly independent implicit assessment of 

mental processes and might promote the import of strategic elements into the 

IAT (Rothermund, Wentura, & De Houwer, in press; see also our discussion of 

strategic recoding effects below). 

Studies of other laboratories. Up to now, we have focused mainly on 

those research findings relating to the salience asymmetry account that were 

gathered in our own laboratories. We will now briefly summarize the findings 

of other researchers that provide independent support for the salience 

asymmetry model.  

In an early series of experiments, Brendl et al. (2001) investigated whether 

the IAT can be regarded as a pure measure of automatic prejudice. In one 

study, they replaced the presumedly positive target category (“flowers” in a 

flower/insect x pleasant/unpleasant IAT) with the neutral category of 

nonwords. Interestingly, the previously negative IAT effect for insects (relative 

to flowers) was reversed when insects were contrasted with nonwords 

indicating that the effect should be attributed to differences in familiarity rather 

than valence. To rule out the alternative explanation of their findings that 
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nonwords were evaluated negatively, Brendl et al. (2001) characterized the 

nonword category in a very positive manner in another experiment: Nonwords 

were introduced as positive words that were taken from the language “Lositio;” 

the term “Lositio” itself was said to have the meaning of “joy”. Again, 

responses were faster when “insects” and “positive” were assigned the same 

response. These findings are difficult to explain on the basis of evaluative 

associations between non-words and unpleasant words. Instead, the pattern of 

results is compatible with the salience asymmetries account if one assumes that 

the category of non-words is more salient than the category of insects. 

Effects of salience asymmetry in the IAT were also reported by Kinoshita 

and Peek-O’Leary (2003) in a series of conceptual replications of our findings; 

they found compatibility effects for “odd” and “even” as target categories in a 

good/bad IAT as well as in a word/non-word IAT, indicating salience effects in 

the absence of any plausible associations between categories. In addition, IAT 

effects were neutralized or even reversed by previous go/no-go training blocks 

without changing the stimuli and categories of IATs. 

In yet another set of ingenious studies, Mitchell (2004) found that IAT 

effects could be produced by using asymmetric target categories, such that only 

one category was specifically described, whereas the opposite category was 

only defined by negation, that is, members of the unspecified category were 

defined simply by not being a member of the specified category (e.g., “can 

fly”/“cannot fly”, “lives in the water”/“does not live in the water”). Again, the 
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target categories were not conceptually related to the attribute categories 

(“good” vs. “bad”). Furthermore, Mitchell (2004) was able to show that the 

resulting IAT effect only depended on the structural feature of matching a 

specific description (i.e., being expected/non-salient) vs. deviating from the 

pre-specified category (i.e., being salient): the resulting effect did not depend 

on the content or valence of the exemplars of the two categories, because the 

same two sets of target exemplars were used for the two versions of the task. 

Relabeling the categories, so that members of the pre-specified category (“can 

fly”) became the non-members (“does not live under water”) in the second 

version and vice versa, reversed the resulting IAT effect. 

Automatic processes or strategic recoding? 

A further threat to the validity of an association account is given by the 

fact that in at least some cases a strategic recoding of categories might explain 

the effects (Rothermund, Wentura, & De Houwer, in press). That is, even if we 

concede for a moment that associative representations trigger IAT effects, we 

have to make sure that the results found with the IAT are not due to some kind 

of strategy used by participants. Take, for example, the study by Gray, 

MacCulloch, Smith, Morris, and Snowden (2003) who administered an IAT to 

psychopathic murderers and controls. The IAT consisted in a positive/negative 

attribute dimension and a violence/non-violence target dimension, both 

exemplified by word exemplars. The main result was a tremendous IAT effect 

(indicating a violence/negative association) that was significantly lower for 
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psychopathic murderers. Does that mean that psychopathic murderers do have 

a mental representation of violence that is less negatively connoted than for 

others? Maybe, but not necessarily. The easiest way to solve the task is to 

completely disregard the distinction between the attribute and target 

dimensions in the compatible block, and to recode the task to a simple 

positive/negative classification, because presumably all the violence-related 

items (e.g., kill) are negative stimuli. Thus, it might turn out that psychopathic 

murderers tended to follow such a strategy with a lower probability. This 

would be an interesting result in itself, but, however, a less spectacular one 

than initially assumed.  

Another example of strong IAT effects indicating strategic recoding in the 

absence of associations was provided by Mierke and Klauer (2003). In their 

geometry IAT, participants had to categorize blue and red objects on the basis 

of their color (target categories: blue vs. red), whereas all other objects had to 

be categorized on the basis of their size (attribute categories: small vs. large). 

The key element of their experiment was the fact that color was completely 

confounded with size: all red objects were small, whereas all blue objects were 

large. Mierke and Klauer (2003) obtained a strong IAT effect; responding was 

markedly faster when “red” and “small” were assigned to the same response. 

This finding reflects the effect of strategic recoding. Due to the redundancy of 

the color information, responses could be given on the basis of size alone for 

all stimuli in the compatible block (red and small vs. blue and large), whereas 
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such a recoding was impossible for an incompatible assignment of categories 

to responses (red and large vs. blue and small). Importantly, the effect was 

obtained although the color and size concepts of the experiment were not 

associated in any way. 

To elaborate on this point, consider a further analogy to research on a 

prominent paradigm of cognitive psychology: the semantic priming paradigm 

(see Neely, 1991, for a review). In semantic priming experiments, participants 

have to process target stimuli according to some simple task (e.g., pronounce 

the target as quickly as possible). Shortly before each target, another stimulus 

is presented that is either associated with the target or not. What is typically 

found is a relatedness effect: response times are lower for targets (e.g., ape) 

that were preceded by an associatively related item (e.g., banana) as compared 

to the control condition (e.g., tomato). Does this effect reflect an automatic 

spreading of activation in a semantic network? Maybe, but not necessarily. We 

can simply assume that participants might realize the contingency and, to speed 

up their responses, try to build up expectancies about the target after reading 

the prime (Becker, 1980). Fortunately for semantic priming research, it is 

possible to separate automatic and strategic priming effects. Using some simple 

experimental manipulations, Neely (1977) found out that expectancies in the 

priming paradigm need time to evolve. Thus, priming effects found with a 

short time lag between prime onset and target onset (stimulus onset 

asynchrony; SOA) seem to reflect automatic processes. 
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Going back to IAT research, we can note that to date there is no equivalent 

to the SOA manipulation of Neely (1977), that is, we do not know of any 

manipulation that might help to separate automatic and strategic components of 

IAT effects. 

Why are small-scale theories so important? 

Using a rough picture, the history of social cognition might be separated 

into two phases. The first one was characterized by adopting the theoretical 

language of cognitive psychology for social psychological phenomena. The 

second one is characterized by adopting the inventory of methods of cognitive 

psychology.  

Essentially, the theoretical language is about functional subsystems of the 

mind (e.g., long-term memory, working memory etc.) and processes that 

operate within and between those subsystems. Most importantly, it is a 

language at a subpersonal level: it is about mechanisms that can in principle be 

simulated on a computer. Theories that are couched in those terms should help 

us to understand human behavior at a personal level: our intentions, our 

actions, our decisions, our judgments, etc. The theories themselves, however, 

do not contain those personal terms.  

To illustrate these rather abstract considerations, let us give a simple 

example: we can describe behavior of judges completely in personal terms: 

they base their verdicts on a weighing of all evidence that they know of. If we 

have the impression that there is considerable variance in the severity of 
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sentences (given rather comparable cases), we can proceed in two ways: one 

way is to find out more about those beliefs and values of the judges that govern 

their professional behavior. The silver bullet to achieve this is simply to ask 

them (of course, in a professional way). We are sure that part of the variance 

can be explained by this procedure. To describe the act of sentencing with 

reference to personal beliefs and values is an example of what the philosopher 

Dennett (1987) described as adopting an “intentional stance” in explaining a 

complex system. 

However, for two reasons, we as psychologists cannot be entirely satisfied 

by the results. First, we are possibly left by the impression that some hidden 

causes for variance remain undetected. For example, we might wonder whether 

racial differences of the accused might be associated with differences in the 

severity of sentences. Hopefully, racism is not part of explicit beliefs and 

values of judges. Thus, we will not find out by using our interview techniques.4 

Second and more importantly, we want to know which mechanisms are behind 

this complex behavior, which we tend to describe as an intentional act. 

Therefore, the second road is to formulate at least a partial social-cognitive 

theory about the mechanisms that finally end up in the utterance of a verdict. In 

Dennett’s terms (1987), we adopt a “design stance” towards our complex 

system: treat it as a designed mechanism consisting of parts with specific 

functions that interact to produce characteristic behaviors! To exemplify, we 

might focus on the last part of our initial description – “They base their verdicts 
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on a weighing of all evidence that they know of “ – which is a cue for any 

social-cognitive researcher to the distinction between availability and 

accessibility (see Tulving & Pearlstone, 1966; Higgins, 1996). Theories of 

memory include the difference between availability (i.e., something is stored) 

and accessibility (i.e., the probability that the stored information will intrude 

into ongoing information processes is a variable feature). We know that 

accessibility can be manipulated by simple techniques that not even depend on 

conscious, intentional processing by the participant. To render some details of 

a crime more accessible than others can cause huge differences in the severity 

of the sentence (e.g., Englich & Mussweiler, 2001). Assume for a moment – 

just for the sake of the argument – that you have a process model that has the 

following chain links: perception of the accused  activation of race  

activation of a valence association  adopting an initial hypothesis of either 

“this is a severe case of, e.g., theft” or “this is a mild case of, e.g., theft” 

depending on the activated valence  positive testing renders those details 

more accessible that conform to the hypothesis  the final verdict is based on 

those details of the affair that are more accessible. 

This causal chain is clearly formulated at a subpersonal level or – to 

recapitulate Dennett (1987) – by using the design stance5. Thus, if we want to 

link these theoretical terms to the empirical world, we need methods that 

address them, for instance, the automatic evaluation of valence associations. 

The paradigms of cognitive psychology are those methods, and they are the 
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only ones, and they are the most direct ones to tap those processes. Thus, there 

is no other way than to deeply explore the link between the data gathered with 

those experimental techniques and the theoretical terms of the subpersonal 

level, that is, to develop and test small-scale theories that make plausible why a 

certain difference score should be interpreted as, for example, automatic 

activation of an evaluation. 

Final considerations 

Beyond doubt, the Implicit Association Test is a great enrichment for 

cognitive research in general and social cognition in particular and effects 

found with the IAT are (dominantly) non-trivial. Therefore, our critical 

remarks should not be understood as destructive. But they are a plea for more 

basic research with the IAT to obtain deeper insights into the processes that 

contribute to the effects. 

For those, who are more inclined to apply the IAT, we have already 

argued elsewhere (Rothermund & Wentura, 2004) that it might be a good 

strategy to add salience-based IATs in their research (i.e., for any IAT with, 

e.g., valence as the attribute dimension, add a word/non-word IAT that is 

structurally equivalent) or to add our version of the search task (see above). 

Linking the salience asymmetry account to other high-level theories of 

psychological functioning, it might also turn out that salience asymmetries 

measured with the IAT reveal something even more interesting and more 

fundamental about the target dimension (and interindividual differences 
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associated with it) compared to the assumption of differences in valence or 

self-relatedness. Attentional asymmetries regarding a specific target dimension 

indicate asymmetries in the processing of information that can be influenced by 

a certain situation, contexts, habits, and expectancies. Furthermore, 

interindividual differences in selective attention for certain types of 

information have already been proposed as a major condition for the 

emergence and/or maintenance of psychopathological symptoms like anxiety 

(e.g., Williams, Watts, MacLeod, & Mathews, 1997), phobia (Clark & Wells, 

1995; Rinck, Reinecke, Ellwart, Heuer, & Becker, 2005), depression (Gotlib, 

Krasnoperova, Yue, & Joormann, 2004; Joormann, 2004), obsessive-

compulsive disorder (Wegner & Lane, 1995), and addiction (Robinson & 

Berridge, 2003). Thus, it might finally turn out that the small-scale theory of 

salience asymmetries can be fruitfully related to large-scale theories of social 

and personality psychology. 
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Footnote

 

1 For a description of the IAT see the target article. 
2 Of course, as for any response-time based measure, obtaining a valid 

effect requires intentional behavior of the participants, that is, they have to act 

according to instructions. However, in the ideal case, the score of interest (e.g., 

the difference in mean RTs between the compatible and incompatible Block for 

the IAT) is an unintentional by-product of intentionally behaving according to 

instructions. The participant as a person is a confederate of the experimenter in 

disclosing something on his or her subpersonal level (see below for this term). 
3 It might be argued that the response category of “non-word” is negative 

due to the negation and therefore the classification is still evaluative. This 

explanation does not work, because a replication of that experiment with a 

replacement of the non-word label with “SIWOB”, which is an acronym of the 

German translation of “senseless, but wordlike letter string” and, accordingly, 

the word label with “non-SIWOB” yielded the same results as before. 
4 Presumably, readers will murmur “If they’ll have racist beliefs, they’ll not 

tell you.” Of course, that might be true. But it is not our point at the moment 

that an utterance is an intentional act that might solve different goals besides 

“giving an honest and truthful answer.”  
5 Dennett (1987) proposed a third stance or theoretical level: the physical 

stance: “Treat a complex system as a physical system operating according to 

the laws of physics.” We can easily identify Cognitive Neuroscience as the 

endeavor to explore the relations between the design stance and the physical 

stance. 




